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Research Profile

PhD candidate studying the mechanisms, efficiency, and reliability of foundation models. Research combines theoretical
analysis of Transformer behavior with empirical architecture development, robustness, privacy, and adversarial algorithms;
prior production experience spans the Windows kernel and virtualization.

Research and Engineering Experience

Google Research 2025–Present
Research Intern, AIRX (2026); Student Researcher (2025–2026)
• Developed and evaluated a sparse Transformer architecture that matches or outperforms dense baselines with up to 80%

attention sparsity and does not exhibit attention sinks; manuscript in preparation.
• Implemented fused Triton kernels to ensure that architectural findings translate into practical inference improvements

rather than theoretical FLOP reductions alone.
• Developing a 2D-to-3D generative model with a novel tokenization algorithm that uses 75% fewer tokens at inference

time and enables up to 4× faster generation.
National Institute of Informatics 2025
Research Intern Tokyo, Japan
• Developed a theoretical framework for Transformer sensitivity under input perturbations with Prof. Yuichi Yoshida;

work appeared at ICLR 2026.
• Analyzed how architectural properties influence the propagation of noise, connecting model mechanisms to robustness

and reliability.
Microsoft 2021–2023
Software Engineer, Windows CoreOS Kernel
• Developed and debugged production Windows kernel components in C/C++ across the Object Manager, OS containers,

and virtualized memory management.
• Worked on security- and reliability-sensitive systems involving isolation, low-level resource management, and kernel

object lifecycles.

Education

Boston University Expected Dec. 2026
PhD, Computer Science | Advisors: Krzysztof Onak and Venkatesh Saligrama
MS, Computer Science; GPA: 4.0/4.0 2024
Dartmouth College — BA, Computer Science and Mathematics; GPA: 3.94/4.0 2021

Research Areas and Skills

Foundation models: Transformer mechanisms, in-context learning, sparse attention, interpretability, robustness, evaluation
ML systems: PyTorch, Triton, CUDA, LLM pre-training, GPU-efficient experimentation and benchmarking
Theory: Learning theory, differential privacy, adversarial robustness, optimization, complexity theory, graph algorithms

Selected Publications

• “Layerwise Dynamics for In-Context Classification in Transformers.” ICML 2026 Spotlight. Lutz, Haris,
Chandra, Gangrade, Saligrama.

• “Noise Stability of Transformer Models.” ICLR 2026. Haris, Zhang, Yoshida.
• “Compression Barriers for Autoregressive Transformers.” COLT 2025. Haris, Onak.
• “Demystifying kNN Attention: A Theoretical Foundation.” ICLR 2025. Sole author.
• “Efficient Algorithms for Adversarially Robust Approximate Nearest Neighbor Search.” NeurIPS 2026

submission. Andoni, Haris, Kelman, Onak.
• “Fast-MWEM: Private Data Release in Sublinear Time.” TPDP 2026. Haris, Choi, Laksanawisit.
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• “Transformers Discover Efficient Preconditioners.” Under submission. Lutz, Haris, Chandra, Gangrade,
Saligrama.

• “Estimating Hitting Times Locally at Scale.” NeurIPS 2025. Haris, Spaeh, Dragazis, Tsourakakis.
• “Efficient Algorithms for Influence Maximization in General Models and Observed Cascades.” IJCAI 2026.

Spaeh, Haris, Nguyen, Ene.

Selected Research Talks

• “Noise Stability of Transformer Models.” Boston University AI Seminar, 2026.
• “Efficient Autoregressive Inference.” Google Research, 2026.
• “Language Generation in the Limit.” Boston University PhD Oral Examination, 2025.
• “Space Lower Bounds for Transformers.” COLT and EnCore LLM Theory Workshop, 2025.

Selected Recognition

Outstanding Reviewer, SCOPE at ICLR 2025 | Boston University Dean’s Fellowship | Top Reviewer, NeurIPS 2025
Reviewer: SODA, AAAI, TMLR, NeurIPS, ICML, ICLR, and AISTATS
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